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1 General approach
Our approach on automatic playing of Angry Birds inter-
weaves brute force pre-simulation of game actions with ma-
chine learning techniques. The Black Forest Cuckoos agent
consists of three main components: vision, preselection, and
simulation. The vision component extracts all relevant ob-
jects from the scene in a given game state, the preselection
component determines on the basis of pre-learned features
shots with estimated high scores, and the simulation compo-
nent tests these highly ranked shots and determines the actual
game action. For our approach it is crucial to have precise
estimates of the positions of the scene objects and their orien-
tation, as imprecise vision data will lead to incorrect or even
unstable simulations. This made it necessary to re-implement
the full game stack. Besides playing each level as good as
possible, we also employ a simple meta-strategy that intelli-
gently decides how to assign time resources to different lev-
els.

2 Vision
Our vision component combines three different techniques to
recognize the objects from the game: color masking, tem-
plate matching, and blob classification. We used the com-
puter vision library OpenCV to implement our algorithms
(http://opencv.org/). Figure 2 illustrates how these
are combined.

2.1 Color masking
Color masking has been successfully used to detect single
color objects in camera images like the colored ball in the
Robocup competition or markers in a robot operated environ-
ment. This technique fails in the search of complex objects
as the range of colors they emmit under different light condi-
tions is very wide.

However, computer generated images created by a 2D
game represent objects on the scene using image sprites that
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Figure 2: Vision processing: images are first color masked
and the depending on the object’s color mask classified by
template matching or blob classification.

do not change. This allows us to precompute a set of colors
that we will use later to mask the image as a first stage of
processing. Computing the set of colors used for the masking
may seam trivial at first but it’s very important to include the
color drifts that the image resampling algorithm of the web
browser may add (e.g. Chromium’s Lanczos).

2.2 Template matching
This technique is used when the size and orientation of the
object to recognize is fixed and the number of objects in the
scene is known in advance. These requirements are met for
the slingshot object. The main benefit of this approach is the
precision of the results. The object being searched is scaled
to the size of the scene and then shifted over the color masked
zone searching for a color differential minimum.

2.3 Blob classifier
For each material on the scene (usually ice, wood, stone or
pigs) the color masking process creates multiple blobs. Blobs
are now classified by size and orientation of their rotated
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Figure 1: Overview of the computation pipeline: the real image (a) is masked by the vision; wood masking is shown in (b); the
scene can then be used for simulation (c).

rounding box; non recognized blobs that do not fit any cat-
egory are discarded.

3 Shot learning
The goal of the learning phase is to get an ordered prese-
lection of shots for the simulation by predicting scores us-
ing a feature-based approach. The estimator is learned using
the scikit-learn toolkit (http://scikit-learn.org/)
from a collection of shots and scores done in different levels.
Features we are looking at include, for example, the material
of the target object (wood, stone, ice, pig), the distance to
the next pig and the density of object-edgepoints around the
target’s position. For each shot at a target position we get a
mapping from features to the high-score reached (an example
is depicted in Figure 3).

Figure 3: Learning: potential target positions are extracted
from features detected in a game scene.

4 Simulation
The vision stage provides very precise data that we use to rep-
resent the Angry Birds level in a physics simulation, namely
Box 2D (http://box2d.org/). We simulate shot candi-
dates from the learning phase and use the resulting score as
an estimate to select the most profitable action that we will
play next. Figure 4 shows a simulation run.

Figure 4: Simulation: effects of reasonable shots are simu-
lated in Box 2D.


